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Abstract
Hand-held mobile computers have the potential to become important communication tools for roaming users. As such, they will also become very personal.
They will be used under a wide range of operating conditions, and tight user control will be enforced on issues like power consumption, consistency control, and
trust management. Their ability to adapt will be the key to their success.
In this paper we outline our notion and use of Quality of Service (QoS) to
the design of adaptive software systems for mobile computers. They have been
developed in the MobyDick and GDD projects. We do not emphasize on the provision of QoS guarantees. In stead, our notion of QoS is used to convey relevant
and timely management information between service users and providers on the
correct abstraction level. It structures adaptability management in the hand held
machine, and it captures adaptability to changes both stemming from the hosting
environment and user commands.
As an example of how the architecture works, the importance of adaptivity of
security services for personal companions are explained, and we show how our
notion of QoS may realize adaptable security services.
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1 Introduction
A Personal Companion is a very personal, small, portable computer and communications device. It may replace many of the items that people carry around, like cash,
credit cards, keys, diary, cellular phone, and pager. It is a roaming, battery driven and
relatively resource poor computer. The quality of the services it offers, as well as how
they actually are executed best, will vary with the machine’s current capabilities. This
is to a large extent determined by its current hosting environment at any time.
As personal companions become ubiquitous [Weiser91], they also become important to the owner. They will contain the keys and information that is needed for many
everyday actions. Given their importance, we must expect that users want the ability
to control them to a much greater extent than is usual with ordinary desktop or notebook computers. This spans a wide range that includes control over how and when
the limited power is consumed, and determining which parties to trust in transactions
that require security. Therefore, they should be adaptive and work predictively under a
wide range of conditions.
The personal companion’s close affiliation to the personal sphere, places new and
challenging demands on security. The fact that a personal companion is trusted, makes
the user (as an individual) vulnerable to all sorts of attacks, ranging from theft of the
machine to Trojan horses. Security must be handled with the outmost care in order
to use the personal companion to purchase goods from a foreign, and possible nonfriendly provider. At the same time, the security scheme must be flexible. In a setting
where denial of service is not tolerated, insufficient resources may dictate that a costly
but safe security scheme is traded for a less costly but less secure scheme with a greater
chance of success, an example of which will be shown in Section 5.3.
In security, trust is difficult to manage. This is so since it is a feeling, and as such
can not be measured or treated algorithmically. Therefore, any decision that relies on
trust must ultimately be made by a human. This is true regardless of what “purpose” the
trust plays (binding a key to a person or trusting the internal clock in a machine to show
the correct time, or whatever). As humans we can draw on many sources to become
confident that some statement is true. For example, based on experience, you trust your
watch to show the (more or less) correct time although you can neither prove it to run
correctly, nor that it has not been tampered with. Furthermore, you are confident that
you will notice if it goes wild, and do not believe it will engage in a scheme to trick
you into believing it is night at noon. This might seems trivial, but as we will see, trust
is an important resource that can be exploited. In particular, trust is closely tied to the
“quality” of any security scheme, and is thus a natural component in a system based on
the notion of QoS.
Key design issues for the software system of personal companions are their ability
to provide predictable service levels and behaviors in the face of varying operating
conditions and user controls. Their ability to adapt, both at the application and system
levels, will be key to their success. The importance of adaptability has been pointed out
several places, e.g. [Davies93, Satyanarayanan94, Imielinski94, Forman94, Schilit94,
Kaashoek94].
We present a software architecture that is a part of the MobyDick and GDD projects,
and which takes a novel approach to meet the demands for adaptability in personal,
mobile computers. Our notion of Quality of service (QoS) does not emphasize on the
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provision of QoS guarantees. In stead, QoS is used to convey non-functional service
information as well as relevant and timely management information between service
users and providers, and to provide it on the correct abstraction level. The architecture
structures adaptability management in the mobile computer, and handles adaptability
to changes stemming both from the hosting environment and from user commands.
The QoS architecture is outlined in Section 2. Section 3 explains integrated QoSbased management, while Section 4 presents the software architecture. Adaptable security is presented in Section 5. We sum up in 6.

2 A QoS architecture for adaptability
(QoS) is an attractive model for resource allocation and sharing, and has gained much
attention in the transfer of multi-media documents. QoS based resource allocation is
closely linked to the service model and is based on service users requesting a resource
or service on some level of quality from a service provider.

2.1 Quality of service in statically connected systems
In statically connected systems, the service provider normally verifies (end-to-end) if
the request can be granted. If the service provider grants the request (possibly after negotiation), the two parties enter a QoS contract that gives the service user a “guarantee”
that the service level stated in the contract shall be sustained.
On a long time scale, the service provider may apply admission control to limit
resource usage to fulfill the obligations in the existing contracts. On a short term scale,
fluctuations may be handled by the transport channel [Huard96]. Service users may
normally rely on the guarantee, and that they are being granted the resources stated in
the contract until they release them. This model relies on the stability of the service
provider and the resources and services it requires.

2.2 Quality of service in mobile systems
Availability and quality of resources in a mobile computer are in general unpredictable,
so a service provider in a mobile computer cannot assume the same kind of stability as
its peer in a static system. Therefore, it cannot normally issue QoS guarantees that a
service user can rely on1. QoS-based resource management in a mobile computer must
take this fundamental difference into account.
As QoS-based approaches for static systems focus on the provision of guarantees,
they tend to pay less attention to the situations that occur when the contract actually
is violated by the service provider for some reason. A roaming computer, however,
will often enter not foreseeable situations and new environments, In some of them the
current QoS level in one or more contracts cannot be sustained. The user may also
decide to turn the machine off, or issue a control action that suddenly alters the way
resources are allocated throughout the system. These situations are not errors, but are
modus operandi for mobile computers.
Given sufficient resources, the software entities in our architecture request and release resources as in statically connected systems. But when resources degrade, the
1 There are exceptions, like when the mobile computer is well connected, and behaves like a small ordinary computer.

3

system will exhibit a potentially high portion of resource revocations that cannot be
anticipated either by service users or providers. Hence, we do not emphasize on the
provision of QoS guarantees. In stead, our notion of QoS is designed to convey relevant and timely management information between service users and providers, and on
ensuring that it is presented at the correct abstraction level.

2.3 The building blocks
The software system of the personal companion is composed of modules whose internal
activity is not externally visible or accessible. Each module contains both service and
management operations.
Qualitative aspects associated with a sequence of operations—e.g. security level,
consistency requirements, or data stream quality—are expressed in terms of QoS parameters. The sequence of operations may for instance pertain to a network connection
(from connect to disconnect), or operations on a file (from open to close), or
a transaction.
The first operation in the sequence will trigger a negotiation phase during which
the invokee will request (end-to-end) the necessary contracts and resources it needs.
When the two modules agree on which QoS parameter values that is to be supported
by the invokee, they have a QoS contract.
In an adaptive system, the invoker needs the possibility to get information about
relevant states and events concerning ongoing service operations that is normally considered internal to the invokee. This may happen asynchronously with respect to the
state of the invoker’s current underlying computation or the ongoing service operation.
The set of management operations are used for this. It contains operations for the exchange of notifications and control operations between the invoker and the invokee, and
for the invoker to fetch relevant management information from the invokee. They give
the invoker timely and controlled access to invokee-intrinsic information when needed
and according to the agreement stated in the QoS contract between the two parties. The
QoS contract states what information the invoker had requested. Thereby both scope
and abstraction level of the information is limited to the invoker’s needs and abilities.

2.4 The QoS contract
A QoS contract in the architecture consists of several parts, including a contract type,
a set of QoS parameters, a contract identifier (CID) and a monitoring method.
The contract type identifies what “topic” the contract is about (e.g. multi-media,
audio, video, security, consistency) and makes it possible for adaptability management
to take actions that are suited for that type, and to make priorities between types. For
instance, telephony may get higher priority than file transfer or e-mail.
Each QoS parameter consists of a value pair, one representing the low end and the
other the high end, of what is called a tolerable range (the two values may be equal).
As long as the delivered QoS parameter values during service stay within the tolerable
range, the provider is said to behave according to the contract. When a value falls
outside the tolerable range, the contract may be violated. However, it is not certain
that a contract is violated when the delivered value is outside the tolerable range. In
a networking context, a contract would normally be violated if a QoS parameter value
throughput falls below the low end, but not when it exceeds the high end. The
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opposite is true for the QoS parameter value cost (in terms of monetary value per
bit).
The contract identifier (CID) is used to identify contracts that belong together and
whose resources should be treated in unison. A service user suggests which CID should
identify this contract when initiating the negotiation phase. The service provider will
use the same CID in the resource requests it issues to sustain the contract. When this
is applied end-to-end, all the resource reservations that origin from to the same initial
request are identified with the same CID. This allows the CID to be used as a guide for
handling of resource grants and revocations in order to obtain the effects stated in what
is the current resource management policy.
The modules holding contracts that are identified with the same CID, form a subgraph in a resource management graph that connects service users and providers in the
system, through all abstraction levels. The modules are the vertices of the graph while
the relation “have QoS contract with” forms the edges. Each subgraph is directed, and
has an application as root. QoS contracts allow resources belonging to each subgraph to
be treated in unison, and the resource management policies decide what the treatment
will be.
For instance, assume that the network service has several contracts, and that two
of them have the same CID, one with an application and one with the file service.
The contract with the file service is a consequence of a contract (with the same CID)
between the application and the file service, and is necessary for the file service to
carry out its service for the application. If network QoS suddenly drops so that the
network service is forced to violate some of its contracts, it may group contracts by
CID according to which subgraph they belong to, and only violate contracts within
the same subgraph until the resource situation eventually forces it to choose another
subgraph as well. This policy will revoke resources from one application at a time,
such that as few applications as possible are affected. A priority associated with each
subgraph may be applied when choosing the order in which subgraph contracts will be
violated.

Figure 1: Resource subgraphs
Figure 1 shows that low level service D has four contracts, two of which origin
at application A and two at B . The contracts are internally identified with CID A and
CID B respectively. Those that origin at A are shown with solid lines and those from B
are shown with dotted lines. If D is forced to violate some contracts, the architecture
ensures that violating contracts tagged with CID A by itself will not affect contracts
stemming from B or B itself.
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The monitoring method may either be poll or notify, and gives the invoker the
possibility to specify how the internal information from the invokee is to be conveyed.
The poll option gives the invoker the responsibility to poll the invokee at points in
time appropriate for it, while the notify option gives the invokee the responsibility to
notify the invoker upon contract violation. Since the invoker may decide which monitoring method it prefers, it may also change methods as part of an adaptation action
(including re-negotiation of the contract), if that would suit a new situation better. This
will give a user the possibility to choose between adaptivity schemes that favor stability
over agility, or vice versa.
The service user may request re-negotiation of a contract at any point in time. The
service provider only has that possibility if notify is the current monitoring method.
Otherwise, re-negotiation that is wanted by the invokee may occur after the next poll
by the invoker.
Modules, when acting as service providers, are expected to support both the ability
to notify and to handle poll requests. As service users, they are not required to use the
management operations of service providers, which enables possibilities for best effort
service.
Since monitoring information from the invokee is based on the QoS contracts, it is
limited to the parameters included in the contract. It is the invoker’s privilege to decide
which parameters are to be included in the contract, and thereby limiting the scope of
feedback to the parameters it finds important.

3 Integrated QoS-based management
Our architecture consists of modules, where QoS management is integrated into every
software module. Each modules is responsible for the collection of the QoS management information it requires. In the design of a module, it is important to emphasize the
resources it needs from other modules, how to express those needs, and how to adapt
to what it actually gets. Considerations about what service level a module can provide
to other modules under varying conditions is also important. The design of software
modules would therefore focus on cooperation and adaptation issues rather than performance. A module is not required to use the management operations, and may leave
the QoS parameters void during invocation in order to use best effort service.
All software modules may be considered as both service users and service providers 2.
At the lowest level, hardware, device drivers or other low level system software, will
detect changes in the form of low level basic events. Their service users will be notified
about relevant events—as determined by their contracts, and will map them to higher
level events. Upon receipt of a notification, the service user takes the responsibility for
internal re-configuration, re-negotiation of the contract, or other control actions. The
service user will then determine its own new quality of service level, and notify any of
its service users with whom it now holds a violated contract, see figure 2.
The architecture provides no central management body (QoS manager external to
the modules) with system wide responsibility for QoS management, for several reasons. Firstly, that does not comply with our notion of integrated QoS management.
Secondly, the “end-to-end argument” [Saltzer84] implies that QoS management should
be done on the highest possible abstraction level to utilize the highest level of semantic
2 Except

the lowest and highest levels of the software hierarchy.
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Figure 2: Management processing in every module
information. This level is at the operation invoker (or the user) and not in a separate
QoS manager outside the modules. Thirdly, a QoS manager becomes a separate entity
that must be kept informed about contracts, events and states, and will therefore add
complexity to the architecture and make it harder to implement.
This does not preclude the provision of a QoS helper that is a repository for management information and that makes the provision of QoS management information
and execution of actions more efficient. The responsibility for QoS management is still
with the modules that make up the system.

4 The software architecture
The software system of a personal companion will contain a number of resident applications, a number of “volatile” applications that are down loaded from the environment,
system support software (including “middleware”), and a multi-tasking operating system that supports processes and threads.
An overview of the structure of the architecture is given in figure 3. Layers are
used to describe grouping of functions or services on a similar level of abstraction.
The term should not be interpreted too strict since our architecture leans itself towards
cooperation between modules rather than towards strict hierarchies.
The middelware layer contains libraries that underpin specific high level abstractions and policies that are shared between a number of applications and therefore not
replicated in each application. These abstractions and policies are however considered
too specialized to be system services.
The application layer contains the ordinary applications. Each application provides
a functional interface and (optionally) a management interface for QoS information
and control pertinent to the application. The QM-UI is a special application that implements the user interface to the user controllable QoS management that is not done
directly with each application. It provides a system-wide view over QoS management
information as well as provide system-wide control commands, and enables user control commands.
The QH is a special entity that spans all software layers and contains QoS man-

7

Figure 3: Overview of MobyDick software architecture
agement information and resource utilization information, based on information made
available by the modules in the system. Its task is to collect QoS management information across software layers so that they efficiently can be made available to the user
through the QM-UI. Modules will register with the QH upon creation so that is has
access to all operations in their management interface. Notifications from one module
to another are sent to the QH as well.
The QH is not responsible for QoS management, and all modules including the
QM-UI could perform their task without it. Its primary task is to offer services and
abstractions directly to the QM-UI, and might be considered a performance optimization. It could be situated in the middleware layer, but its special status with system
wide access makes it not properly placed at any level.
We have presented our architecture for managing adaptability in mobile systems.
The architecture is general in that is embraces all kinds of resources, and captures
adaptability both stemming from the hosting environment and the user. In the following
we will outline adaptable security and show an example of how it can be handled in the
architecture.

5 Adaptable security
In most settings one will strive for the best security possible. Denial of service due
to lack of security resources (certificates or credentials) is normal. However, a truly
personal machine is trusted, and this resource is valuable indeed, in fact, a personal
machine excels over other tools in its resoursfullness: trust. The personal companion
can be made such that it can be trusted by its owner, and in a distributed system this is
a valuable resource indeed.
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Due to short or long term lack of resources, some secure communication may only
be completed after a more secure but more costly security scheme is traded for a less
costly and less secure scheme. The gain is less risk of denial of service. Cost is usually
measured in messages that has to be transmitted. The fundamental problem in adaptable security is that trust can not be quantified, and thus not treated algorithmically.
In other words, changes of security policy cannot be done by the software systems
alone. Only the user, who is responsible for “trust management”, should take decisions
based on his feeling of trustworthiness and knowledge of the environment in which the
personal companion is running at the moment.
There is a path of QoS mappings that crosses several abstraction levels between
resources and security issues. Our architecture allows dynamic security issues to be
expressed and treated in the same way as other qualitative issues.

5.1 Security requirements for a personal companion
If the personal companion is to replace items like cash, cheque book, credit cards, passport, keys, diary, etc., it must be able to communicate securely with foreign services.
What constitutes security (privacy or integrity, or both) will depend on the particular
service. That is, the user evaluates the environment, the trust relations and the actual
service, and then decides on the “level” of security. Coupled with a resource-poor machine, we obtain an unique environment where security must be adaptable in the same
way as the other user oriented services that the personal companion provides.
Since the personal companion will be trusted by its owner, the user will store private
data (secrets) in it. This makes it valuable in a very personal way.
In other words, two forces pull in opposite directions at small personal machines.
On one hand, their nature implies interaction with unknown and untrusted service
providers. On the other, the “closeness” to the user makes them very vulnerable. This
is the crux of the security problem.

5.2 Security and QoS
Engagement in secure communication requires assumptions about requirements for encryption, secrecy of keys, and so on. In a system that is designed for a well known and
stable mix of principals, the assumptions can be evaluated once to determine whether
they are reasonable. In systems where personal companions are used, this approach
can not be used. For example, in the office, communication with infrared in probably
not problematic since eavesdroppers must be in “line of sight”. However, infrared or
other broadcast networking technologies are not at all tolerable in public areas, at least
without encryption.
Systems employing strong security generally do not permit the user to lower the
security. Less security might seem undesirable, but in a situation with lack of resources,
like no connectivity, there might be a choice between low security and denial of service,
which may be totally unacceptable. In general, secure systems pay little attention to
the way resources affect security, and vice versa.
Another scenario is one where a clear-text session is underway, and the user is
asked to supply a piece of sensitive information. In order to reply, authentication and
exchange of a session key must take place, which requires resources. Flexibility is
crucial for smooth operation.
We use QoS as the method to manage changes in a system and thus how, and when,
to change from one strategy to another. Whatever policy is changed to or from, the
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available alternatives must be solid and argued for based on their quality. The different
policies by themselves has nothing to do with QoS.
Lowering the level of security is not done by changing to a shorter encryption key.
Such algorithmic “tricks” have only marginal effects on the overall power consumption
and communication. To us, the largest effect can be seen by exploiting trust, and the
user’s knowledge. At best, software can verify that a signature is created with some
key, or that a certificate has not expired. Users, on the other hand, must answer difficult
questions, such as “Do you believe that this key belongs to the person with this name.”
The gap between a key and a person must be bridged by trust. By making this bridge
longer, the user can significantly lower the effort needed by the personal companion;
this is how the notion of QoS is used.
Security not only “uses” resources in the form of computation, storage and communication bandwidth, it also provide services to other parts of the system. Examples of
such a service is authentication. This is why we are convinced that a successful design
of a personal companion must enable not only communication services, but security as
well to be adaptable, and hence be included in the notion of QoS. And, thus, security
must be designed with adaptability in mind.

5.3 An Example
By means of an example, we will argue that adaptable security is not only useful, but
also feasible. Assume that a user, by means of his personal companion, is in the process
of extracting money from an ATM (Automatic Teller Machine). The machine wants
proper authentication of the human, while the human wants all communication to be
encrypted in order to hide sensitive information such as account numbers. Any nontrivial authentication scheme can be used [Liebl93, Lampson92]. Here, we will not
dwell with the details of any particular protocol, but instead remark that a large number
of protocols exists precisely because there are a large variety of possible assumptions
that can be made. Here, we assume the protocol in use is a simple one, as we will
now describe. After an initial exchange of messages where the identity of each party
is claimed, the personal companion receives a certificate stating that a particular public
key is controlled by the ATM. The certificate is signed with the bank’s public key, and
the validity is limited (by an explicit expire time). Furthermore, the certificate requires
on-line verification to make revocation possible
All actions and messages from this point on, is to strengthen the user’s confidence
in the ATM’s public key. First, by fetching the bank’s public key, the user can verify
that the certificate was indeed correctly signed. Then, the user fetches and verifies,
by means of the bank’s key, the public key of the on-line verification service. A new
exchange of messages follows, after which the user can be confident that the ATM’s
key is still valid. At last, the exchange of nounces can take place to ensure that the
ATM is present now [Burrows90].
The actual number of messages can be high, depending on the actual protocols
and how the infrastructure is organized (how is naming implemented, for example).
However, the user might also use other means to verify that the received key is indeed
controlled by the ATM. If he is inside one of the bank’s branches, chances are high
that the ATM is indeed owned and operated by the bank. In this case, the user might
trust his own judgment, and skip all the messages required to verify the certificates.
This way, the user can act on notifications from the machine on low battery status, for
example.
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Withdrawing (real) money from an ATM is, of cource, an extreme example. However, in general, it demonstrates that the user is able to adapt the security “on the fly” by
changing what is trusted. Such an ability is precisely what is needed to include security
in a personal companion where QoS is used to convey changes is the system itself or
the environment.
The number of assertions that can be trusted, and thus are interesting in an adaptive
system, includes time, public keys, whether a principal is capable of generating good
keys, whether communication is private, and so on. All of these can change, and give
rise to a different communication pattern (and thus energy consumption). To sum up,
security is a well suited service to manage by means of QoS mappings.

6 Conclusion
We have outlined our notion of Quality of service and its use in the structuring of adaptive software systems for mobile computers. Rather than emphasizing on providing
QoS guarantees, i.e. how to schedule the available (stable) resources to meet the total
amount of demands, our notion of QoS is used to convey relevant and timely management information between service users and providers on the correct abstraction level.
Moreover, it captures adaptability both stemming from the hosting environment and
user commands.
As an example of how to employ QoS we have chosen to focus on security. We have
shown how to use trust to adopt security to changes stemming from the environment.
In the scope of the MobyDick and GDD projects, full QoS architectures covering
diverse areas like power management and consistency, are being worked out. Selected
test applications with necessary system services, conforming to the QoS architecture
is being developed. Key parts of the system support, like seamless switching between
network technologies [Brattli96], is already implemented.
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